Privacy Tools

for Sharing Research Data

A National Science Foundation
Secure and Trustworthy Cyberspace Project

Differential Privacy of Bayesian Inference
Joy Zheng, advised by Salil Vadhan

Undergraduate Researcher (Harvard College ‘15)

/ Motivation \ / Bernoulli/Binomial Distributions \ / Normal Distributions \ /

Do Bayesian inference and related methods of synthetic * The data set Xis in {0, /" * The data set Xis in /-R,R]" for some real number R.

Conclusions \

 So far, the randomness 1nvolved 1n inference seems to

data ceneration in statistics satisfv differential vrivacy? (If the data points are allowed to be unrestricted real numbers, then we
S Y p Y effectively cannot obtain either ¢ or (¢, 0)-differential privacy.)

While various differential-privacy specific methods for calculating
statistical values have been developed [DLOS8, SmithO8], we are interested

* The parameter 6 1s a real number 1n /0,1/, and gives the probability that

any given data point of X 1s equal to 1.

The prior @ is Beta(a,f), which is the conjugate prior distribution for the
binomial; this can be interpreted as us having seen a-/ prior instances of
a 1 and p-1 prior instances of a 0.

The parameters 6=(u,0°) are real numbers, of which ¢° is known while u
1s unknown.

The (conjugate) prior @ on u is another normal distribution N(0,5,°).

provide privacy in some cases for the two distributions
examined, with the bounds being polynomial in the
relevant privacy parameters of //¢ and In(1/0).

in the degree to which standard techniques in statistics already fit the
definition of differential privacy. * Generating synthetic data in these two cases appears

Results: Results (preliminary): more private than releasing the parameter, shown by the

In particular, given that these techniques already involve: o II is not e-differentially private. looser bounds on parameters needed to satisfy privacy.

* II 1s not e-differentially private 1if we allow u to be

1. randomness via sampling from various distributions unrestricted.

2. boiling down the dataset into a small number of (summary) parameters

they raise the possibility that we already get some privacy by default. * Some commonalities between the two distributions are:

* There exists ¢ where II 1s e-differentially private if we

* We tend to lose e-differential privacy whenever the
restrict 4 to /-R,R/ and

parameter drawn lies far away from 1ts expectation.

Differential Privacy Rooe. * The range of “good” parameters decreases with the
¢ size of the data set, but the probability that it lies far

away also decreases.

An algorithm 4 1s (g, 0)-differentially private 1f for all neighboring data sets

X, X’ which differ on only one data point, and for all sets .S of outputs, Probability density functions of #|X for an extreme example of

neighboring data sets X=1'9 and X=(I, 0°), respectively. As we can see, * There exists ¢ where 11 1s (¢, 0)-differentially private if

Pr[A(X) € S] < ¢° Pr[A(X") € S]+6.

th babiliti d tically bet these two data sets. R°(1. ,1 Lo .
¢ probabiiities vary dramatically between these two data sets n= ;28 (;ln25+1). * However, 1t 1s not clear how the restrictions we needed
to achieve privacy in the case of a normal distribution
: * There exists ¢ where II 1s (¢, 0)-differentially private 1f , , , _ could be applied to other distributions.
Inference Algorithms \ * Neither III nor IV are (¢, 0)-differentially private.
05,/320(i1nnlnl :
Important parameters: &’ S)

* Moving forward, the goal 1s to generalize these results;

* A data set X of n points, whose points are numbers in some range

* The points are assumed to be drawn independently from some
distribution D(6), with 6 unknown

Key point: the condition for e-differential privacy is satisfied so long as
the value of 8 drawn lies close to its expectation. So long as o,/ are large
enough that we have seen a reasonable number of examples of both 0’s
and 1’s 1n our prior and data, then the probability that & 1s drawn far

There exists ¢ where III and IV are e-differentially
private for a single synthetic data point z 1f we restrict z

to /-R,R/ and

we would like to pull out characteristics of the
distributions which imply privacy, as has been done for
a variant of differential privacy [DNMR 13].

* There 1s a prior distribution @(6,) for 0, parameterized by value(s) 6,

away from its expectation 1s exponentially small in the distance. . cR’
=5
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